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Novelty alone is the same as 
pure randomness, and appro-
priateness alone is the same 
as hill climbing.

Considering novelty is always 
worse than hill climbing, sug-
gesting novelty has no value.

However, considering novelty 
helps the search visit better 
points (cf. max{G}) -- it just 
doesn't converge.

Exp. 2: Does decreasing novelty's importance over time lead to convergence at better points?

Modify the weighted sum rule by reducing novelty's importance over time according to a geometri-
cally-decreasing "temperature" parameter.

Test different starting values (T0) and reduction coefficients (α) -- temperature reduces after 20 
changes are accepted.

This rule improves performance, though it is important to choose the right adjustment schedule -- 
this cannot be known ex ante, which is a vulnerability of this definition.

Iterations← 1, ConsecutiveRejects← 0
T ← T0, AcceptsSinceAdjustment← 0
X ← RandomPoint(), QX ← 〈X〉, QG ← 〈G(X)〉
while Iterations < 1000 ∧ ConsecutiveRejects < 120 do
N← RandomNeighbors(X, 5)
Ḡ← DecayingAverage(QG)
X ′ ← argmaxX′′∈X∪NEvaluate(G(X ′′), Ḡ,

DecayingDistance(X ′′,QX), T )
if X ′ = X then
ConsecutiveRejects← ConsecutiveRejects+ 1

else

X ← X ′
ConsecutiveRejects← 0
AcceptsSinceAdjustment
← AcceptsSinceAdjustment+ 1

end if

QX ← QX · 〈X〉, QG ← QG · 〈G(X)〉
if AcceptsSinceAdjustment = 20 then
T ← α · T , AcceptsSinceAdjustment← 0

end if

Iterations← Iterations+ 1
end while
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MG (SDG) T0 = 0.05 T0 = 0.10 T0 = 0.20 T0 = 0.40
α = .80 0.7590 (0.0239) 0.7575 (0.0262) 0.7601 (0.0242) 0.7591 (0.0241)
α = .85 0.7626 (0.0241) 0.7620 (0.0242) 0.7623 (0.0229) 0.7628 (0.0243)
α = .90 0.76451 (0.02342) 0.76493 (0.02262) 0.7626 (0.02321) 0.7590 (0.0263)
α = .95 0.75881 (0.0276) 0.7361 (0.0354) 0.7015 (0.0410) 0.66975 (0.04895)

Table 1: Mean (standard deviation) goodness of the final points with varying values for initial temperature, T0, and the cooling
coefficient, α, averaged across five landscapes. Superscripts/subscripts indicate number of landscapes where indicated quantity
was maximum/minimum.

one hand, they show that considering novelty and appro-
priateness is a great improvement over considering novelty
alone. On the other hand, they show that considering nov-
elty and appropriateness is worse than considering only ap-
propriateness. As such, novelty seems to be unhelpful. If
creativity is to be considered beneficial, this rules out a def-
inition where “novel and appropriate” are equal partners.

Each search is judged by the goodness of its final point.
This models situations where it is not possible to “set aside”
one’s best work in case future changes prove disastrous. In
fact, much of the finesse in creativity comes in recognizing
when you have encountered something noteworthy, even if
by accident (Kantorovich & Ne’emant 1989). This trans-
lates to knowing when to move away from a local maximum
in search of higher peaks, and when to stay put. One pos-
sibility is that including novelty was destructive because the
NoveltyApprop rule made no provision for this.

To test this, the rules were compared on the best point they
encountered in each run. For the Novelty, NoveltyApprop,
and Approp rules, these averages were 0.685, 0.777, and
0.706, respectively. Thus, it is clear that considering both
novelty and appropriateness directs the search toward more
fruitful regions: it simply fails to stay put when need be.

Experiment 2
This experiment corrects the shortcomings of a simple nov-
elty and appropriateness combination by using the “temper-
ature” variable to weight novelty. While temperature’s ini-
tial value can favor novelty, toward the end it should highly
favor appropriateness. In this way, the search can settle
upon a promising region of the search space, rather than al-
ways abandoning good solutions for something that is sim-
ply newer.

The cooling schedule must be appropriate for temperature
to function well. In fact, in Simulated Annealing the cooling
schedule is the biggest determinant of performance (Romeo
& Sangiovanni-Vincentelli 1991). If temperature starts too
high and declines too slowly, the search never converges. If
the temperature starts too low and declines too quickly, the
search degenerates into hill climbing. The same dynamics
are expected to apply for this simulation.

Parameterization
This experiment tests the following Evaluate rule with sev-
eral different temperature parameterizations:

Temperature(G, Ḡ, D̄, T )← G + T · D̄

The temperature adjustment schedule is parameterized by
T0, the initial temperature, and α the rate at which tem-
perature is reduced (which happens after 20 variations
are accepted at one level). Each combination of T0 ∈
{.05, .10, .20, .40} and α ∈ {.80, .85, .90, .95} is tested,
using the same five landscapes from Experiment 1. Note
that T0 = .05 is the same value used to weight novelty in
the NoveltyApprop rule. It is predicted that at T0 = .05,
α = .80, the simulation will behave similarly to Approp,
while at T0 = .40, α = .95 it will behave similarly to
Novelty. Somewhere in between there should be a discern-
able ideal combination.

Results and Analysis
As seen in Table 1, both initial temperature and cooling rate
affect the average outcome. The mean across all five land-
scapes is highest at T0 = .10 and α = .90. Additionally,
this is the best combination for three of the five landscapes
when considered separately. This combination is also the
most consistent: its standard deviation across all five land-
scapes is the lowest, and it produces the lowest standard de-
viation in two landscapes when considered separately (no
other combination did better). However, adjacent cells with
lower cooling coefficients and higher or lower initial tem-
peratures perform similarly, showing that parameter choice
does not affect performance very much in this range.

It was predicted that at T0 = .05, α = .80, the simulation
would behave similarly to Approp. This was not borne out:
on all five landscapes, the Temperature rule outperformed
the Approp rule (all ps ≈ 0). However, performance does
degrade with lower initial temperatures and cooling coeffi-
cients. The differences between this cell and the T0 = .10,
α = .90 cell are significant for three of the five landscapes.
Thus, it seems warranted to conclude that results would ap-
proach the Approp rule, possibly well before reaching triv-
ially small parameter values.

The worst outcomes, judged both by aggregate and sepa-
rate results, occur when T0 = 0.40 and α = .95. This pa-
rameterization was predicted to behave similarly to Novelty.
Again, this was not borne out: the rule still outperforms
Novelty (all ps ≈ 0). However, the results are quite close
to the NoveltyApprop rule (p < .05 for three landscapes,
p > .15 for the other two). At this parameterization, the
greater complexity of the Temperature rule is not clearly
worthwhile.

In summary, although the range of temperature parame-
ters explored was too narrow to elicit extreme behavior, out-
come quality is clearly subject to parameter choice. Indeed,

Exp. 1: How well do simple combinations of novelty and appropriateness work?

Exp. 3: Can "novel, so long as appropriate" overcome the need for a cooling schedule?

Attempt to reduce the need for ex 
ante knowledge and change over time 
by accepting the most novel point, so 
long as it is as appropriate as the de-
caying average of recent points.

Though this simpler rule does outper-
form hill-climbing, it is both worse 
and less consistent than the tempera-
ture-based rule.

This difference is more pronounced as 
the problem becomes more complex.

Exp. 4: Is considering novelty any better than just making random choices?

Replace novelty in the temperature-based rule 
with a random number generator, simulating 
the effect of making quasi-random selections.

Testing several different parameters for the 
random number generator, the novelty-based 
temperature rule is still better, though the dif-
ference is negligible.

This suggests that novelty is uncorrelated with 
eventual goodness, and that one adaptive pur-
pose of considering novelty for its own sake is 
to introduce "judicious randomness."

Implications

Creative success requires adjusting the "novelty 
thermostat" over time.

"Creative" might be better defined as "appropri-
ately novel, and appropriate."

Blind variation and selective retention is a psy-
chologically plausible model of the creative 
process.

Limitations

In reality, purely random variation is unlikely to 
be very successful (since the number of possible 
variations is almost limitless), though purely 
rule-based variation would have no way to es-
cape local optima.

Future work should relax assumptions made 
here (e.g., that goodness is known perfectly, or 
that all variations are of the same magnitude).

Broader Implications

Novelty should be seen as an enabler of 
creative success, but perhaps not its defining 
characteristic.

Care must be taken when translating ex post 
insights to ex ante situations.

Metaheuristic optimization might be a useful 
basis for formalizing our views on creativity.
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Simulation Design

Model the creative process as the iterative generation 
of random variations, and the selective retention of 
one variation (after Campbell, 1960).  See algorithm.

Use Kauffman NK landscapes as the problem domain 
since, like problems that creators face, they have 
many local optima and interdependencies.  

Each possible solution is an N-bit string.  For 
variation, use single bit mutations.  Test the adaptive-
ness of different ways to interpret novel and appropri-
ate by trying different selection rules.  See rules.

Model novelty with Hamming distance, taking a de-
caying average of previously visited points to simulate 
exponential decay in human memory.  Model appro-
priateness with goodness (a.k.a. fitness).

Please refer to the adjacent list of rules when reading 
the experiment descriptions.  Results represent simula-
tion on five different landscapes with 100 runs each.

Equating appropriateness with the overall "goodness" of an idea, how can novelty and 
appropriateness be related?

If something is unusually good, then it must be novel -- otherwise, it would have been 
found before, and we wouldn't consider its goodness unusual.

If something is novel but worse than other ideas, 
then it would not be considered creative.

If something is novel but no better or worse than prior ideas, then pursuing it incurs (a) 
opportunity costs, (b) costs to change approach, and (c) the risk of failure--with no gain.

Despite these costs, we pursue ideas that are novel but no better than what came before, 
and so the question becomes why it is adaptive to do so.

One reason we study creativity is to reproduce the 
success of creative people and ideas.

The definition of creativity we use will influence 
our behavior in the creative process.

Typically creativity is defined as "novel and appro-
priate," though in practice this is interpreted as "as 
novel as possible, so long as appropriate."

It is thus important for researchers to ask whether 
this definition will lead to creative success.

This research explores the adaptive pur-
pose of valuing "novelty for its own 
sake" using computer simulations of the 
human creative process.

This work is inspired by metaheuristic 
optimization in general, and simulated 
annealing in particular.

However, the simulations are intended 
to model psychological processes, not 
to be an optimization algorithm, per se.

max{G} = 
.685

max{G} = 
.777

max{G} = 
.706

This experiment was conducted after the Proceedings submission 
deadline, and so is not reported in the paper.
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Evaluate Rules for Experiment 1

Random Walk random choice, Random()

Novelty Only most novel, D̄

Novelty and Appropriateness highest sum of novelty and appropriateness, G + D̄/20 (Di-
viding novelty by 20 makes the average distance between two points (N/2 = 10) equal to the
average goodness of a point (0.5).)

Appropriateness Only most appropriate point, G

Evaluate Rules for Experiment 2

Approp. and Temperature-Varying Novelty highest weighted sum of novelty and appropri-
ateness, where the weight for novelty declines with temperature, G+ T · D̄

Evaluate Rules for Experiment 3

Threshold Appropriateness most novel point, so long as it exceeds the decaying average of
appropriateness, if G < Ḡ then 0 else D̄

Evaluate Rules for Experiment 4

Approp. and Temperature-Varying Randomness highest weighted sum of novelty and a ran-
dom number, where the weight for the random number declines with temperature,
G+ T · Random()

1


